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Abstract

This report describes the protocol design of TCP with Forward
Error Correction (TCP-FEC). The performance of TCP can be sig-
nificantly improved by generating and sending redundant segments in
addition to the normal TCP data segments. Data losses in the network
can be recovered from the redundant or the original data packets. Ad-
ditionally by adding correcting codes to the TCP transmissions, both
isolated and some degree of bursty losses can be handled. The ad-
vantage for the application is that the long retransmission times can
be avoided if the repair can be done locally. The advantage for the
network is two-fold, excessive retransmissions do not further congest
the network and wireless losses can be repaired at the receiver. This
technical report details TCP-FEC from a design, migration and pro-
tocol perspective in the highly heterogeneous wireless environments
envisaged by the sixth framework Ambient Networks project1.

1This work was supported by the EU Ambient Networks Project IST-2002-507134-AN



1 Introduction

The TCP protocol is known to have problems in highly heterogeneous en-
vironments, particularly those with wireless hops. However no alternative
to TCP has been too successful in establishing itself as the dominant trans-
port protocol in wireless environments, particularly cellular ones. One of the
reasons is performance, losses cause significant reductions in the transmis-
sion rate, making tasks such as web browsing or email impossibly slow. One
other issue is interoperability, TCP has become the only reliable transport
protocol where IP is concerned, and solutions that don’t follow the TCP
semantics will need some form of split-connection or kludge to inter-operate
with TCP. Numerous solutions have been proposed, but none very widely
adopted. Therefore, if errors can be recovered without needing retransmis-
sions, and the solution is inter-operable with TCP a standard could be set.
The network will be able to transfer data faster and with less delay. Also
it will be more stable, controllable and ongoing flows can be protected from
spurious losses. One relatively new and promising approach is provide end-
to-end protection of flows by transmitting redundant packets in the hope
that many of the retransmissions will not be needed. This method has been
used successfully at the link layer, but its introduction in the transport layer
is relatively new.

The focus of this work has been the evaluation of different TCPs with
forward error correction. The main goal has been to ascertain if TCP-FEC
is indeed suitable for Ambient Networks as a congestion control mechanism.
Within the next sections we show that indeed, this type of scheme is well
suited to the demanding needs of an ambient network.

2 TCP-FEC in ambient networks

2.1 Advantages

The throughput of TCP is, and should be, a fundamental issue within the
design of any IP network. For the type of networks targeted by the Ambient
project [1] the throughput is especially important due to the property of
smaller, separate networks composing into single, larger entities. For example
a personal area network could compose with a wireless LAN home network,
forming a single administrative entity. If TCP is to run end-to-end in these
kind of environments then it needs to be able to cope with the dynamic of
the network as proposed by the Ambient networks project.

TCP-FEC adheres to the principle that the same data should be trans-
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mitted across the network as few times as possible, ideally only once. It is
better to send extra data initially, than to have the need to resend it, pos-
sibly multiple times. This will surely help avoid congestion situations, the
major factor in network performance. Taking this principle one step further,
it is possible to say that, once admitted into the network, the flow should be
serviced as quickly as possible and then not seen again. Too many long-lived
flows with a few bytes left to transmit are disastrous for the performance
of any network. Therefore TCP-FEC is used to protect on-going flows by
regulating the amount of data and redundancy in order to allow the flow in,
protect it and then remove it. This is not an easy mechanism to implement
with existing approaches, because there is not sufficient flexibility in most
protocol designs. Therefore the goal of TCP with added forward error cor-
rection, is to improve the throughput of the longer-lived flows, but not the
ones with one or two round-trip TCP transmissions, often associated with
short downloads. In many of these cases, TCP never leaves the slow-start
phase and TCP-FEC is not particularly useful.

Another benefit of TCP-FEC from an Ambient Networks perspective is
that the throughput of TCP can be improved by protecting the important
packets and not reducing the sending rate for the wrong reasons. TCP must
be aware of congestion in the network, but only when true congestion is
encountered and not spurious wireless losses. The ability of TCP-FEC to
cover both these situations is quite unique. Many of the previous efforts (as
described in the TCP section) have tried to identify which case is the most
likely and take preventative action. TCP-FEC can actually cope with both of
these, particularly if TCP-SACK or ECN is used to indicate which segments
(bytes) were lost.

A third advantage is that no extra functionality from the Ambient infras-
tructure is needed. TCP-FEC is self-contained. The nature of the end-to-end
operation of TCP allows the characteristics of each path to be determined
within a few round trips. In fact, it is an advantage that TCP-FEC finds
its operating point itself, although as we will see later some information
can be usefully used by the TCP-FEC mechanism. That said, information
about the network state can be incorporated into TCP-FEC, however it is
not mandatory.

2.2 Ambient applications

A technical scenarios document [41] describes six situations that the conges-
tion control of Ambient networks should address. They include extremely
short-lived composition for burst-like transfer, multi-homing, handovers and
handoffs, heterogeneous partially AN-opaque transfer paths, non-participating
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endpoints or non-conformant protocols and mobile networks. The applica-
tion of TCP-FEC fits best in the mobile network scenario, where the network
scenario in this case is envisaged to be a train. TCP-FEC is well suited to
this application for a number of reasons, firstly packet losses as seen by an
application in this type of environment are likely to be highly dynamic. More
concretely, losses in a stationary position tend to be more correlated (with
each other) than those observed whilst the train is moving (we are assuming
communication is outside of the train in these cases). If the train is sta-
tionary and then starts moving, the loss process may well be correlated in
some respect with the trains speed. TCP-FEC can adapt to this situation
well, series of losses can be repaired (in the correlated loss sense) and single
sporadic losses can be dealt with (in the non-correlated sense).

Typically as a train moves into a station, people begin to communicate
and congestion situations may occur. In this case they could well be com-
municating with an access point installed in the station or with one inside
the train, however whether the TCP connections are local to the train and
one aggregated ’pipe’ is available to the outside or micro-flows exist from
the train to the outside is not important to TCP-FEC. The traffic will have
different patterns, depending on which one of these is used, but a scheme
such as the one proposed in this approach is flexible enough to cope with
most cases. In fact, it highlights the functionality and flexibility of a scheme
like TCP-FEC, hence this scenario is the most relevant of the six described.

3 Background

The following two sections give some background on TCP and some of the
approaches presented to solving this problem. FEC is discussed next, and
how it is used in communication networks Since TCP-FEC is actually a
combination of networking technology and channel coding, there are many
related works, however we have tried to focus on some of the key ones. Also,
where relevant, the differences and similarities with TCP-FEC are given.
This section can also be seen as a related work section, as even more references
are given than are actually cited, should the reader require further material
not discussed in this text.

3.1 TCP

TCP is a connection-oriented transport protocol that offers a reliable byte
stream service to the application. Data to be sent by an application is, if need
be, broken into ’segments’ before they are sent. For forward error correction
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this is important as the TCP segments are used to create the redundancy data
and the extra packets. In TCP, each byte is numbered, and the first byte is
used as a sequence number. The numbers may not necessarily begin from one,
but they are monotonically increasing with the number of bytes transmitted.
Again this is important for FEC as the receiver can establish which of the
segments is lost. The receiver transmits a cumulative acknowledgment of
the bytes received, by indicating which the number of the highest byte seen
in order, commonly known as a TCP acknowledgment, or ’ack’. The true
end-to-end nature of TCP can be seen in this simple exchange,

In order to detect loss, TCP manages a timer, called the retransmission
timer (RTO) that is started when a segment is sent. If the timer expires
before the segment is acknowledged, the segment is retransmitted. The RTO
timer is calibrated from estimates of the round trip time (RTT). Again this is
important in the context of TCP-FEC, as in the worst case the receiver must
wait for the RTO timer to expire before the segment can be retransmitted
(a one-way transmission plus the timer). In the case of fast recovery, noticed
by acknowledgments of the same data sequence, it “only” takes the one-
way transmission time. If the data can be recovered at the receiver from
the packets received, these times can be neglected. Therefore one can see
TCP-FEC as a method for reducing the delay in the transfer of data.

Since 1986 TCP has had mandatory congestion control primarily due to a
congestion collapse in the Internetin 1986 [42]. The terms used in congestion
control are slow start, congestion avoidance, fast retransmit and fast recovery.
The transmission rate of TCP is controlled by its window size changes. Note
this is not the rate as seen by the network or the receiver, rather the number
of segments that can be injected into the network, more specifically it is
the number of outstanding (or unacknowledged) segments. It is also TCP’s
method of estimating the capacity of the network. This is done by increasing
the number of outstanding segments, the cwnd variable (shown on the y-axis
of figure 3.1) limits this number. The initial number is set between one and
four. The sender also considers an advertised receiver window (rwnd), as
exchanged in the setup phase of TCP, from the receiver as well and actually
injects the minimum of these two quantities into the network at any one
time. The receiver window, rwnd, is used to stop the end terminal from
being overrun by overly aggressive senders. This can occur on networks with
lower capacities closer to the receiver than the sender.

In the slow start phase, the congestion window is increased by one seg-
ment for each acknowledgment received, which (as can be seen) gives an
exponential increase in the window size. Slow start is so named as it starts
from a small number of outstanding segments, however the growth of the
window is anything but slow. As stated earlier, slow start is used at the
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beginning of transmissions, it is not envisaged to employ TCP-FEC in this
phase2. However, if a timeout is experienced, slow start is initiated. The
congestion window is increased until either a timeout occurs, or a thresh-
old value (ssthresh) is reached. Both these cases are shown in the figure for
illustration.
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Figure 1: TCP congestion window behavior showing the effect of packet loss

If ssthresh is reached, TCP moves from slow start to congestion avoidance.
In this phase the congestion window is increased by one for each round-trip
time. This gives a linear increase in the window size. If a timeout occurs
then ssthresh is halved to limit the amount of outstanding data from 20 to
10 in this case. In the figure the sender window size goes through slow start
to congestion avoidance, packet loss, timeout, and slow start and congestion
avoidance again. Note this example of the behavior of the congestion window
does not necessarily represent the throughout seen by the receiver. Due
to buffering in the routers and the transmission times, the rate might be
observed more stable. In the upcoming text, we will see mechanisms for
repairing the lost data more quickly and hence maintaining the throughput
or ’good-put’ as it is sometimes referred for the receiver.

There are approaches for repairing loss(es) before the timeout occurs.
They are known as fast retransmit and recovery algorithms. Their purpose
is keep the throughput as constant as before a packet loss (and subsequent
timeout).

2TCP-FEC is designed to stop transmission from entering into this state.
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If a segment arrives out of order, the receiver transmits an acknowledg-
ment for the last segment it received with the sequence number for the bytes
is has received in order. This acknowledgment contains a sequence number
that is identical to the previous acknowledgment therefore is called a dupli-
cate acknowledgment. If the sender sees three duplicate acknowledgments
then the sender immediately retransmits the segment that directly followed
the sequence number seen in the acknowledgments, assuming one segment
was lost. This saves time by not waiting for the retransmission timer to
expire. This major change to TCP, is essentially the difference between so
called TCP Tahoe and TCP Reno, where Reno includes the fast recovery
and retransmit algorithm. Note that the scheme can only account for a sin-
gle segment in the same window, if more than one segment is lost this process
has to be repeated. Again TCP-FEC could react to this situation by when
the sender uses the fast retransmit scheme, it could increase the amount
of redundancy or at least note that losses are occurring within the network.
Therefore some new options were introduced into TCP-SACK. Should multi-
ple segments be lost in the same window, TCP-SACK can acknowledge up to
three non-continuous blocks of received bytes in the same acknowledgment.
The sender then knows which segments are missing and has the possibil-
ity to retransmit these. Timestamps provides additional means to identify
segments and their acknowledgments. A 12 byte timestamp is added to the
outgoing segments and the receiver adds the same timestamp to the acknowl-
edgments going back to the sender. If the option is enabled, the sender can
sample the round trip time with a higher frequency, giving a more accu-
rate round trip time estimation. Other mechanisms include window scaling
[43], limited transport [44] and increased initial window [45]. TCP-SACK is
seen as one of the better choices for wireless transmissions due to the fea-
tures described above (particularly handling more than one loss segment in
a window).

Three main TCP variants have been discussed Tahoe, Reno and TCP-
SACK. Tahoe is the original BSD 4.4 implementation, including congestion
control by Jacobson. As stated Fast retransmit and recovery are known as
Reno. TCP New Reno which was not discussed adds to TCP Reno by chang-
ing some thresholds in the fast recovery algorithm and avoiding a scenario
where multiple retransmits can occur after a timeout. Apart from this it is
essentially the same and no new functionality has been added. TCP-SACK
one of the more modern variants is seen as an improvement over the previous
versions, even though Reno and NewReno are still the most widely deployed.
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3.2 Other TCP-based end-to-end approaches

Wireless networks pose problems for TCP. The main problem is differen-
tiating losses caused by congestion and wireless effects. Also sudden large
increases in the delay can occur, this can also be interpreted as loss, as the
retransmission timer expires before the acknowledgment is received. The de-
layed data is unnecessarily retransmitted and TCP enters slow start. Highly
varying RTTs can lead to a large retransmission timer, since the retransmis-
sion timer is based on both estimates of the RTT and its variations. In the
next paragraphs we will discuss some of the alternatives and additions to
the TCP protocol in order to make it more suitable for wireless networking.
We discuss three methods that use information from the link layers and the
transport/networking layers.

One approach is to make use of link layer optimizations to improve the
performance of TCP. Snoop [46] uses link layer retransmissions and is im-
plemented as an agent in the base station. It caches link layer frames and
only looks at TCP headers, therefore a full TCP implementation is not nec-
essary. A link layer retransmission is performed from the base station after
a link layer timeout or a duplicate ack is seen from the mobile station, as-
suming it is the receiver of course. Further duplicate acknowledgments are
discarded by the base station in order to prevent the sender from performing
fast retransmit and recovery. WTCP [47] is similar to Snoop in that it uses
duplicate acknowledgments and link layer timeouts to detect lost segments
on the wireless link. However, it also uses the timestamps option to limit the
outstanding data over the wireless links. The base station increments the
timestamp field in the TCP header for each retransmission that is needed
with the purpose of obtaining a more accurate RTT estimate. Acknowledg-
ments from the mobile node are not changed by the base station. After a
timeout, WTCP is more conservative than Snoop as it only allows one out-
standing segment on the wireless link assuming it is in a bad state. Once
acknowledgments come back to the base station again, the link is assumed to
be in a better state and the limit on the outstanding data is set to the receiver
window. TCP-FEC tries to guess the number of losses from the missing ac-
knowledgments and adjusts the amount of correction to compensate for this.
Note FEC can be applied on a link layer level too, and this is not in mutually
exclusive with TCP-FEC. In fact, TCP-FEC can use this information to as-
certain when link-layer FEC failed to adjust its level of redundancy correctly,
assuming that it is only this particular link that is troublesome. TULIP [48]
is one scheme that does not use information from the transport level, how-
ever uses the networking layer (IP) and provides a reliable service for TCP
segments. Note it does not for the TCP acknowledgments or UDP traffic.
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Since TCP-FEC lives ’underneath’ TCP, TULIP has the same objectives as
TCP-FEC, except that it is applied end to end.

The link layer improvements try to improve the performance of TCP at
the lower layers, assisting TCP by trying to alleviate the need for retrans-
missions end to end. They all preserve the end to end semantics of TCP, but
note that the data and acknowledgments must pass through the same base
station. One method to deal with the losses being for different reasons on
fixed and wireless networks, is to split the connection and use two separate
connections end to end. In these cases the TCP semantics are not preserved.

One option is to use a modified TCP over the wireless link, and an unmod-
ified version over the fixed network. Various methods exist, the first we will
consider is known as Indirect TCP or I-TCP [49]. It is intended for WLANs
with mobility support at the IP level. When the mobile node moves and a
handover occurs, new TCP state is transferred to the new base station and
the retransmission timer is reset. The main saving by using this approach is
that the round trip times are shorter and therefore the TCP sender in the
base station can recover faster to data loss. Note that is almost a classic split
connection technique, two separate feedback loops exist, however in the case
of mobility management, the goal of this paper, there is little choice. It is in-
teresting to note if the packet loss rate is low, the throughput would be lower
in this situation. TCP-FEC has this tunable feature, it can act as a normal
TCP over the wireless path or even exist on top of a link layer reliability
mechanism. I-TCP is rather a static solution to a practical problem.

Two other alternatives that exist are MTCP and the selective repeat
protocol (SRP) [58]. Again, after a handover, TCP states are moved to the
new base station. MTCP uses standard TCP over the wireless and wired
links as one alternative or a selective repeat protocol is employed over the
wireless link. SRP is a UDP-based protocol that performs flow and error
control. It can recover more than one segment for each RTT as it uses
selective acknowledgments. If load is not the problem on the wireless link,
then TCP-FEC can be used as an alternative to SRP, depending on the
losses and coding all of the lost segments can be recovered. Note also it is
possible to use TCP-FEC and TCP as a split combination. This is a similar
idea to using link-layer FEC except it is handled at the transport layer, also
marrying the split TCPs is easier from a protocol perspective if TCP is used
over the wireless link.

Other alternatives include using methods to indicate to the sender that
losses are wireless losses and not are due to congestion, these are known as
explicit notification methods. One simple method is to use ICMP messaging
to notify the sender. The intermediate node between the wired and wireless
links generates explicit notifications. A new ICMP type, ICMP-DEFER, is
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used in the method proposed in [50]. If data is lost over the wireless network
an ICMP-DEFER is sent to the receiver, postponing the expiration of the
retransmission timer. This avoids conflicts between the link-layer retransmis-
sions at the base station and the end-to-end retransmissions. If a segment
needs to be retransmitted, and an ICMP-DEFER has been received then the
cwnd is not reduced at the sender. This indicates the loss was not due to
congestion but to wireless conditions. The scheme can be further improved
by adding another ICMP message, ICMP-RETRANSMISSION. The base
station transmits an ICMP-RETRANSMISSION to the TCP sender when
the maximum number of retransmission attempts is reached and the packet
is discarded. This explicitly says that the loss was due to the link layer
performance and/or situations just now. Note normal TCP has little option
in this kind of situation to do anything except reduce its rate and wait for
better times. TCP-FEC however, can add more protection to the data, in
the event that the receiver can make use of the received packets. Different
codings can be used, or even experimented until the best operating point is
reached. There is one further advantage by continuously sending data even
if some of it is discarded, an accurate picture of the network conditions is
available to the receiver and the sender. Also in an Ambient scenario, if
feedback is possible as in this situation, then the amount of redundancy can
be quickly determined.

Explicit loss notification (ELN) can be used if the mobile node is the
sender [51]. If a segment is lost over the wireless link, notification can be
sent to the sender in the form of an ELN. The base station keeps track of
the sequence numbers, where holes indicate losses. The receiver sends back a
duplicate acknowledgment as normal, and the base station sets an ELN flag
in the acknowledgment header before it is forwarded to the mobile station.
The mobile station then retransmits the lost segment but does not reduce
its congestion window. TCP-FEC could also use ELN, it is worthwhile for
the sender to know whether losses are due to congestion or wireless artifacts.
In the case of wireless losses, the amount of redundancy doesn’t need to be
reduced. In the case of congestion, then the rate should probably be lowered,
at least.

Syndrome [52] is a modification of the base station to enable detection
of packet losses over the wireless link. The base station counts the number
of packets it relays and includes this counter in the TCP header as one of
the TCP option fields. This counter is known as a “syndrome” and is used
together with the sequence number. If there is a gap in the syndrome counter,
then packets were lost on the wireless link. However gaps in the sequence
number and not in syndrome indicate losses on the fixed part of the network.
Explicit loss notification is used by the receiver to inform the sender about
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the losses.
One other method to distinguish congestion from data loss is to use new

types of acknowledgments. In [53] the authors propose a new type of acknowl-
edgment known as a partial acknowledgment. The base station transmits this
type in response to data sent from a sender who is in the fixed network. If
not segments are lost, the receiver receives two types of acknowledgments,
one partial from the base station and one full one from the receiver. If only
the partial arrives, the sender can conclude that the data must be lost over
the wireless network and no congestion control is required. If no acknowl-
edgments arrive, the most likely cause is data lost to congestion. A similar
approach is given in [59] with two new partial acknowledgments.

Alternative end to end schemes include TCP Westwood, which is a sender
side control algorithm implemented within TCP Reno. Instead of relying on
slowly probing the available bandwidth until segments are dropped, the rate
of incoming acknowledgments is used to determine the available bandwidth.
TCP Westwood has been shown to give improvements over wireless links since
error recovery is faster than in standard TCP. The bandwidth estimation is
also considered when values for cwnd and ssthresh are computed after each
data loss. WTCP as discussed earlier, also uses a rate-based approach to
control the number of transmissions. Inter-packet separations at the sender
and receiver are used as a metric for calculating the transmission rate. TCP
Real is another rate-based scheme in which the receiver is responsible for
controlling the transmission rate at the sender [54]. The receiver uses changes
in the rate of incoming segments to compute the congestion window the
sender should use. If the rate of incoming segments is decreasing, this is taken
as an indication of increasing load and therefore cwnd should be decreased,
in the case of loss, cwnd is adjusted sooner than with standard TCP as
the receiver includes estimates of the cwnd in the acknowledgments back to
the sender. Other schemes exist that share some of the features described
and include Freeze-TCP, Delayed dup-ack and Eifel [55, 56, 57]. Finally
interleaving is an alternative to both TCP ARQ and FEC over wireless links,
data is shuffled to mix data from different users. Hence, if losses/errors arrive
in bursts they are spread out. It can be useful on its own if the application
can tolerate uncorrelated losses better than correlated, but mainly it is a
complement to FEC in order to make it more efficient.
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3.3 FEC

Forward error correction3 is the process of adding redundant information to
a data stream allowing some statistical certainty of being able to recover
the original data stream even with some loss. Assuming sufficient data is
available, and the coding scheme is robust enough, the original data can be
recovered. Forward error correction does not stipulate how the data should
be protected and a number of different schemes exist. In this work we are
interested in block coding, that is storing (actually copying) a number of
packets before redundant data is generated. Note the original data is not
changed when creating the extra redundant information.

A longitudinal redundancy check (LRC) or horizontal redundancy check
(HRC) is a form of redundancy based on the formation of a new code. A
simple example is given to show the process, in the case of single characters,
the block check formation rules are applied in the same manner to each char-
acter. A combination of longitudinal and vertical redundancy checks allows
the detection and correction of single bit errors. A LRC XOR specifies that
corresponding bits of the LRC and the input characters should be exclusive-
or’ed together and the resultant bit values should become the values of the
corresponding bits in the result. This concept can be extended to using so
called ’symbols’ instead of characters, bits etc. so that the unit of encoding is
independent of the data type chosen. Vertical coding is chosen within TCP-
FEC, which means that the first symbol from the data packets is represented
in the first symbol in the redundant packet. The redundant packet will be
the same length as the data packets, this also means that the data packets
should be the same length. Reed-Solomon is an alternative method to parity
checks which we will discuss later.

3.4 TCP and FEC

End to end error correction has been investigated in the networking commu-
nity [2, 5, 60, 9]. In [2] they have proposed, implemented and evaluated some
of the design issues with TCP-FEC. This work has also been extended to us-
ing TCP-FEC as a method of differentiating quality of service between elastic
(TCP) and non-elastic flows. In [5] the authors use mathematical modeling
to analyse the benefit of using a hybrid version of FEC and ARQ-SR. FEC
consumes extra bandwidth, but ARQ-SR takes extra round trip times so a
hybrid is reasonable. Their findings are that for long-lived TCP transfers
ARQ-SR is good for Bernoulli-type errors and FEC is better for higher error

3Backward error correction is the process of repairing losses by retransmissions, or an
Automatic Request (ARQ) TCP is an example.
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rates. In [9] they study the tradeoff between the bandwidth consumed by
FEC and that gained by TCP.

Two tradeoffs are available when controlling the redundancy for TCP
sessions and ultimately how the network is operated. This is important in an
Ambient scenario, not just the train case, but more generally. In an ambient
networks setting some control of the network might be possible, unlike the
uncontrolled Internet. At the cost of a higher network load as redundancy is
added will hopefully reduce the number of retransmissions. This will benefit
the application both in terms of delay and throughput, but can penalize the
network. The amount of redundancy is dependent on the characteristics of
the network and the performance of the FEC algorithm. Another alternative
is reducing the throughput of the application by using some of its capacity
for the redundancy packets, if successful the delay should be improved by
involving fewer retransmissions, however the application can be penalized by
a lower throughput.

Receiver

4

ACK ACK ACK

3 2 1 3 24

1

Sender

There are a number of methods for finding the number of redundancy
packets. One method to find this R as function of the bandwidth estimation
BWE the number of data packets K, the RTT and the loss probability P
is R = f(BWE,K,RTT, P ). Further options are available if additional in-
formation can be exchanged using Explicit Congestion Notification (ECN)
to inform the sender about TCP-FEC corrected errors. How these are inter-
preted is a decision of the algorithm. One option is to lower the rate (or the
redundancy) as potentially TCP-FEC is contributing to the network load.
Only by the receiver stating which packets were repaired can this information
be established. An alternative is to use and adapt the error control in order
to try and minimize the losses reported by ECN.

It is not a surprise that the algorithm should adapt to the network, as
is the case for channel coding, where FEC mechanisms are widely deployed
adapt to the bit errors on the channel. In end to end packet transmissions the
important available tunable parameters are the length of the block to code
and the number of redundancy packets. The length of the block to code
depends somewhat on the current congestion window of TCP (how many
packets can be sent in one round trip). How this is dealt with is described
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more in the next section. The second tunable parameter is the number of
redundant packets sent, this is purely a decision of the algorithm, within
the confines of the operating points of the network of course. Normally the
choice is made to achieve a certain loss percentage after the packets have
been decoded. This can be formulated as an ’acceptable loss level’.

4 Implementation

As mentioned the error correction is ’included’ as part of the TCP implemen-
tation, so the interface can be minimal as seen from the exterior. It is possible
to implement FEC ’above’ or ’below’ TCP. In this approach FEC is imple-
mented under TCP making it appear that TCP is working on network with
better loss characteristics. Implementing FEC above TCP has been looked
at by [34]. Within the TCP implementation itself packet loss observed by the
receiver is, via acknowledgments, fed back to the sender. Using knowledge of
the losses, redundancy can be added to subsequent transmissions to repair
future lost TCP segments.

As stated the FEC module sits under the network-layer TCP protocol
implementation. That is, TCP hands the segment to the FEC module and
given loss information, the segment is coded with extra data and added to the
TCP segment. A TCP header extension is used to indicate which segments
contain extra data. Reed-Solomon coding is the one suggested in this work,
that is because if the position of the loss is known, Reed-Solomon coding
can protect against more losses than a given lost. In coding terms these loss
events are known as ’erasures’. Polynomial or algebraic codes are used. In
the implementation chosen, the sender does not need to wait to create the
redundancy packets. Each outgoing packet is simply copied and from those
the redundancy is generated. Ideally this should be as fast as possible so
that the receiver does not need to wait too long should the redundant packet
be needed. The receiver needs to buffer extra packets in order to hold the
segments in case a lost packet needs to be regenerated.

5 Deployment

5.1 In ambient networks

There are two options for deploying TCP-FEC in an Ambient network. One
is for Ambient network in which case a new TCP could exist, for example
TCP-Amb, which is purely used in Ambient networks. On the border to
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traditional IP networks the FEC packets could be removed (by the NBP for
example).

5.2 In the Internet

TCP-FEC can be implemented with the help of ECN enabled in the routers
without any modifications to the currently deployed implementations. One
would use a different application socket call or ioctl() to enable the TCP-
FEC. For testing it is useful to have TCP-FEC and TCP operational for
performance comparison. An alternative would be to add the functionality to
an existing TCP (TCP-Reno is the most deployed currently) and TCP-FEC
would operate as if it was vanilla TCP. In a totally integrated version, the
TCP layer would intercept the application to IP protocol interaction, adding
FEC where losses are observed and correctable. Finally the semantics do
not change for the application, only the application sees a TCP with a lower
delay, as there are fewer retransmissions.

Exactly how to find the correct operating values for TCP-FEC initially
is still an open issue. However this is not as big drawback as it seems, sit-
uations change rapidly in our considered scenario and TCP-FEC can adapt
rapidly to a particular path. So even with ’informed’ starting conditions,
TCP-FEC (or even TCP) would need to observe for itself the loss character-
istics. In the Ambient scenario, if information is available to the end systems,
TCP-FEC can take advantage of this. Useful information might be to know
of bandwidth constrained links so that TCP-FEC never adds that much re-
dundancy to induce losses itself. One FEC issue is the choice of segment
sizes, it is assumed that all segments are maximum length, in the case this is
not true they can be padded before redundancy coding is applied, however
this is internal to the TCP implementation and shouldn’t be a problem for
the network as a whole. These will be addressed in the final version of the
technical document.

6 Conclusion

Modifying TCP to include extra protection has been dealt with in this report.
Including protective measures to TCP is not trivial due to the window-based
congestion control of TCP, but it is possible with significant savings in terms
of the number of retransmissions needed. This document described some
of the protocol issues by using this approach to improving TCP and TCP’s
congestion control. Evaluation and validations will be available in the next
release of this document.
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