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1 Introduction

The notion of a mix-net was invented by Chaum [2], and further developed by
a number of people. Properly constructed a mix-net enables a set of senders to
send messages anonymously. A mix-net can be viewed as an electronic analog
of a tombola; messages are put into envelopes, the envelopes are mixed, and
finally opened. It is impossible to tell who sent any given message. Thus the
service that a mix-net provides is privacy.

Informally the requirements on a mix-net are: correctness, privacy, robust-
ness, availability, and efficiency. Correctness implies that the result is correct
given that all mix-centers are honest. Privacy implies that if a fixed minimum
number of mix-centers are honest privacy of the sender of a message is ensured.
Robustness implies that if a fixed number of mix-centers are honest, then any
attempt to cheat is detected and defeated. Availability and efficiency are the
general requirements on any system run on an open network.

A mix-net consists of a number of mix-centers, i.e. servers, that collectively
execute a protocol. The basic idea of a mix-net, present already in Chaum’s
work [2], is that each mix-center receives a list of encrypted messages, transforms
them, using partial decryption or random re-encryption, reorders them, and
then outputs the transformed and reordered list. It should be difficult to find an
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element in the input list and an element in the output list that encrypts the same
message. The reason for using several independent mix-centers is that it allows a
sender to trust a subset of the mix-centers to ensure privacy. Later constructions
have mostly dealt with robustness, availability and efficiency, which are aspects
ignored by Chaum.

1.1 Previous Work and Applications of Mix-Nets

The mixing paradigm has been used to accomplish privacy in many different
scenarios. Chaum’s original “anonymous channel” [2, 22] enables a sender to
securely send mail to a receiver anonymously, and also to securely receive mail
from this recipient without revealing the sender’s identity. When constructing
election schemes [2, 6, 24, 28, 21] the mix-net is used to ensure that the vote of
a given voter can not be revealed. Also in the construction of electronic cash
systems [12] mix-nets have been used to ensure privacy. Thus a mix-net is a
useful primitive in constructing cryptographic protocols.

Abe gives an efficient construction of a general mix-net [1], and argues about
its properties. Jakobsson has written (partly with Juels) a number of more
general papers on the topic of mixing [11, 13, 14] also focusing on efficiency, of
which the first appeared at the same time as Abe’s construction.

Recently there has been a breakthrough in the construction of zero-knowledge
proofs of a correct shuffle. Furukawa and Sako [7], and Neff [20] respectively
have both found efficient ways to compute such proofs.

In work independent of the work presented here, a promising approach to
practical mixing is given by Golle et al. [9]. They combine a beautiful robustness
test with roots in the work by Jakobsson and Juels, with the notion of “double
enveloping”, which is very similar to the “double encryption” we use here. The
only difference is that they use identical keys to encrypt the outer and inner
layers, whereas here we use different keys for the two layers. Unfortunately the
mix-net of Golle et al. [9] was found to be flawed by Wikström [32]. However
he also describes how to fix the problems and optimize the construction, by
applying ideas from this paper.

Desmedt and Kurosawa [4] describe an attack on a protocol by Jakobsson
[11]. Similarly Mitomo and Kurosawa [19] exhibit a weakness in another protocol
by Jakobsson [13]. Pfitzmann has given some general attacks on mix-nets [27,
26], and Michels and Horster give additional attacks in [18].

2 The Primitives Used

In our construction we use a number of primitives. For completeness we review
these primitives and discuss some of their properties and relations.

Then we introduce some useful functions and notation, that help give an
exact and concise description of the protocol.

2.1 The El Gamal Cryptosystem

The El Gamal Cryptosystem [5], is based on arithmetic in a cyclic group G
with generator g. The cryptosystem is proved by Tsiounis and Yung [30] to be
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semantically secure in the classical sense of [17, 8] under the Decision Diffie-
Hellman Assumption in G. We assume that |G| is prime.

The private key is generated by picking an element x ∈ Z|G| randomly, and
the public key (g, y) is defined by y = gx. It is sometimes assumed that g is a
system wide parameter.

We use the following notation for encryption, decryption, re-encryption re-
spectively in the El Gamal Cryptosystem:

E(g,y)(m, r) = (gr,myr)

Dx(u, v) = vu−x

F(g,y)((u, v), r) = (gru, yrv)

where m ∈ G denotes a message, r ∈ Z|G| denotes a uniformly and indepen-
dently chosen random number, and (u, v) denotes a cryptotext.

We also define the following partial decryption functions:

Px(u, v) = u−x

DP (ux, (u, v)) = vux

If (u, v) = E(g,y)(m, r) we have that DP (Px(u, v), (u, v)) = m. More interest-
ingly, if x = x1 + x2, and y = y1y2, where y1 = gx1 , and y2 = gx2 , we have that
Px1(u, v)Px2(u, v) = u−x1u−x2 = u−x. This gives the following useful identity:
DP (Px1(u, v)Px2(u, v), (u, v)) = m.

Since |G| is prime, all non-identity elements of G are generators. This means
that it is possible to employ two El Gamal systems over the same group G, but
using different generators. This turns out to be a useful property.

2.2 Schnorr Signatures and Zero-Knowledge Proofs
of Knowledge

Schnorr’s signature scheme [29] is based on arithmetic in a cyclic group of the
same type as the group used in an El Gamal system, i.e. we have a cyclic group
G, and a generator g. The key generation algorithm of the Schnorr signature
scheme is identical to the key generation algorithm of the El Gamal system.
Suppose that x is the secret key and (g, y) is the corresponding public key,
where y = gx.

To sign a message m, the signer chooses r ∈ Zq randomly, computes e =
h(m, gr), where h is a one-way hash function modeled as a random oracle, and
then computes s = xe + r. The signature is the pair (s, e), and to verify the
signature the verifier computes gsy−e, and verifies that h(m, gsy−e) = e.

The signature scheme in fact is a non-interactive zero-knowledge proof of
knowledge of r in the random oracle model. Following Jakobsson [11], we use
the signature scheme as such.

2.3 A Non-Malleable Commitment Scheme

We assume the existence of a Non-Malleable Commitment Scheme. We use
C(m) to denote a commitment of m, and write O(C(m),m) for the information
corresponding to the opening of C(m).

3



2.4 Additional Functions and Notation

In this section we let L = (u1, . . . , utn) ∈ Gtn, be a list of elements of G. Since
the number of elements is tn we may also view L as a list of t-tuples, or as an
n× t-matrix.

We define an aggregation function:

Productt(L) =

(
n−1∏
i=0

uit,
n−1∏
i=0

uit+1, . . . ,
n−1∏
i=0

uit+t

)
The function computes the column-wise product, when the list is viewed as a
matrix with t columns.

For sorting we define a function Sortt(L) that considers L to be a list of
t-tuples and returns a pair (L′, π), where L′ is list of the tuples sorted lexico-
graphically and π is the permutation of the t-tuples such that π(L′) = L.

For any list L we define a function Compactt,l(L) that considers L to be
a list of t-tuples, and returns (L′, A), where A is the set of indices of t-tuples
of which there does not exist exactly l copies, and L′ is the list of t-tuples at
indices not in A and keeping only one element of each tuple.

Let L′ be a second list of elements of G. We define Concatenateε(L,L′) to
be the list resulting from concatenating ε copies of L′ at the end of the list L.

Similarly we define Expandε(L) to be the list resulting from concatenating
ε copies of L.

Let R = (r1, . . . , rm) ∈ Zm
|G| and R′ = (r′1, . . . , r

′
m′) ∈ Zm′

|G|, where m′ > m.
Then we define R+R′ to be the sum taken component wise, i.e. we let:

R+R′ = (r1 + r′1, . . . , rm + r′m, r
′
m+1, . . . , r

′
m′)

We let ProjectA(L) be the list consisting of the tuples at the indices in the
set A, i.e the projection of L on the indices in A.

Let L′ ∈ G∆t, and define L′′ = Concatenate1(L,L′). Let π be a permutation
of n elements, i.e. a permutation of the n t-tuples of L. We extend π to a
permutation π of n+∆ elements, i.e. a permutation of the n+∆ t-tuples of L′′

in the natural way. Let A = {1, . . . , n}, A∆ = {n+ 1, . . . , n+ ∆} and define:

π(L′′) = Concatenate1(π(ProjectA(L′′)),ProjectA∆
(L′′))

That is π is π on the first n element and the identity on the rest.
When we do not argue about the random input to one of the functions defined

we will simply ignore it, e.g. we write E(g,y)(m) for E(g,y)(m, r). A bar over one
of the functions below will denote the vector function working element-wise on
appropriate parameters, e.g. E(g,y)(m1, . . . ,mt) = (E(g,y)(m1), . . . , E(g,y)(mt)),
and E(g,y)(m1, . . . ,mt, r1, . . . , rt) = (E(g,y)(m1, r1), . . . , E(g,y)(mt, rt)).

3 The Protocol

Except for the senders, the participants of the protocol are η mix-centers that
we label M1, . . . ,Mη. There are two additional parameters of the protocol: the
expansion factor ε and the number of dummy elements ∆. Both of these are
determined as a function of the number of messages sent to the mix-net, and
discussed below.
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Excluding the set-up, the protocol consists of the following key phases. A
first filtering that removes any cryptotexts for which the corresponding proof
of knowledge is not valid. Then a first re-encryption during which the dummy
elements are inserted by all mix-centers. This is followed by the second re-
encryption which actually gives the security of the protocol. Then the outer El
Gamal encryption is removed jointly by the mix-centers. At this stage verifica-
tion of the execution takes place. If it is successful the keys of the inner system
is revealed and the protocol ends. Otherwise the cheater is identified.

First we describe the set-up of the protocol that must be present before any
messages are received by the mix-net. Then we describe the protocol in detail.

3.1 The Set-Up

We assume that G is a group of prime order q from a family of groups for
which we assume that the Decisional Diffie-Hellman Assumption holds. Thus
we describe the system for a fixed security parameter log2 q.

3.1.1 Two El Gamal Systems

The protocol requires two El Gamal systems, whose public keys are related in a
certain way. We will refer to these systems as the outer and inner systems. We
begin by describing the keys of the outer system.

For each j = 1, . . . , η, let xj,out ∈R Zq be the uniformly and independently
chosen secret key of Mj of the outer El Gamal system. Let yj,out = gxj,out .
Then (g, yj,out) is a public key corresponding to the secret key xj,out. Define:

xout =
η∑

j=1

xj,out , and yout =
η∏

j=1

yj,out .

Then xout and (g, yout) make a key pair of a joint El Gamal system. Since the
public keys (g, yj,out) are public, anybody may compute yout, but xout remains
secret.

The inner El Gamal system is not based on the generator g, but uses yout

as a generator instead. The element yout is a generator since |G| is prime.
Thus for each j = 1, . . . , η, let xj,in ∈R Zq be the uniformly and independently
chosen secret key of Mj of the inner El Gamal system. Let yj,in = y

xj,in
out . Then

(yout, yj,in) is a public key corresponding to the secret key xj,in. Define:

xin =
η∑

j=1

xj,in , and yin =
η∏

j=1

yj,in .

Similarly as for xout and (g, yout), we have that xin and (yout, yin) make a key
pair of a joint El Gamal system.

We assume that each Mj shares his secret keys xj,in and xj,out using a
Verifiable Secret Sharing Scheme (VSS). This allows a quorum of mix-centers
to recreate the key of any cheating Mj . In practice this step may be performed
during a meeting between representatives of the organizations running the mix-
centers.
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3.1.2 Committing to Dummy Elements

In the protocol we will make use of dummy elements. These must be committed
to, but not disclosed, before any input to the mix-net is received. Each Mj

chooses mj,∆ ∈R G2ε∆, Rj,∆ ∈R Z2ε∆
q , computes cj,∆ = E(mj,∆, Rj,∆) and

publishes a commitment C∆,j = C(cj,∆) of these choices.

3.2 The Protocol in Detail

We now describe the protocol in detail. It is difficult to give an exact and
complete description of a complex protocol without sacrificing readability. To
improve the exposition we have therefore interlaced informal descriptions of each
step in italics, but they clearly do not give a complete description by themselves
and are meant only to aid understanding.

3.2.1 Sending a message

To send a message m, the sender Vi computes,

(u, v) = E(yout,yin)(m), and
θi = (E(g,yout)(u), E(g,yout)(v)) = ((µ1, µ2), (ν1, ν2))

This gives a θi on the form:

[(gr1 , yout
r1yout

s), (gr2 , yout
r2(yinsm))] = [(gr1 , yout

r1+s), (gr2 , yout
r2(yinsm))] .

If we view (gr1 , r1), (yout
r1+s, r1 + s), and (gr2 , r2) as three key pairs of Schnorr

signature schemes, of which one uses the canonical generator yout instead of
g we simply sign θi using each of the three private keys. This corresponds to
three parallelized non-interactive proofs of knowledge of r1, r2 and r1 + s in the
random oracle model.

Since the knowledge of r1, r2 and r1 + s determines m, Section 2.2 implies
that these three signatures may be interpreted as a proof of knowledge of m in
the random oracle model. Then she writes θi to the bulletin board.

3.2.2 Mixing the input

1. The input list L. Let L be the list of tuples θi as explained above, i.e.
L is the list of double encrypted messages sent to the mix-net.

2. Verification of Proofs of Knowledge. Each Mj compiles the list
LC consisting of all θi for which the corresponding proof of knowledge is
valid.

3. Expanding the List. Let: L0 = Expandε(LC), and let n = 1
4 |L0|.

The mixes computes a list L0 consisting of ε copies of LC . We let n denote
the number of valid 4-tuples.

4. First Re-Encryption, Adding Dummies. For j = 1, . . . , η,Mj chooses
Rj ∈R Z2ε(n+(j−1)∆)

q and computes

(Lj , πj) = Sort4(Concatenate1(F (g,yout)(Lj−1, Rj), cj,∆)) ,
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and publishes Lj .
Each mix re-encrypts the list it got from the previous mix, adds some
dummy elements, and sorts the resulting 4-tuples lexicographically. It
stores the inverse permutation corresponding to the sorting.

5. Second Re-Encryption. Let L′
0 = Lη. For j = 1, . . . , η, Mj chooses

Uj ∈R Z2ε(n+η∆)
q computes

(L′
j , ψj) = Sort4(F (g,yout)(L

′
j−1, Uj)) ,

and publishes L′
j .

Each mix re-encrypts the list it got from the previous mix, and sorts the
resulting 4-tuples lexicographically. It stores the inverse permutation cor-
responding to the sorting.

6. Joint El Gamal Decryption. First each Mj computes

Jj = P xj,out(L
′
η) ,

computes a commitment CJ,j = C(Jj), and publishes the commitment
CJ,j . Then each Mj opens his commitment CJ,j by publishing O(CJ,j , Jj)
and verifies for l = 1, . . . , η that CJ,l is a commitment of Jl. If not go to
step 15.
Finally each Mj computes

J = Product2n(J1, . . . , Jη), and L′′ = DP (J, L′
η) .

Each mix-center computes the decryption factors corresponding to his share
of the joint key, and commits to his computations. Then each mix-center
opens his commitment, and verifies all the others’ commitments. Finally
each mix-center computes the joint decryption factors and performs the
outer decryption.1

3.2.3 Verifying That No Cheating Occurred

7. Verification of First Re-Encryption. First each Mj publishes πj ,
Rj , and cj,∆. Then each Mj initializes Ra,η = Rη and computes for
i = η, . . . , 2:

Ra,i−1 = Ri−1 + πi−1Ra,i .

Then each Mj initializes ca,1,∆ = c1,∆, and computes for i = 2, . . . , η:

ca,i,∆ = Concatenate1(ca,i−1,∆, ci,∆) .

Finally each Mj computes:

(La,η, π) = Sort4(F (g,yout)(Concatenate1(L0, ca,η,∆), Ra,1)) ,

and verifies that La,η = Lη. If equivalence does not hold somebody
cheated during the first re-encryption (Step 4). Go to step 13.
Each mix-center reveals all secret re-encryption exponents, the dummies,
and the permutations it used in step 4. This allows anybody to verify that
all mixes performed this step correctly.

1The idea of using commitments in the decryption was suggested by Jakobsson [15].
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8. Verification of dummies. Each Mj publishes mj,∆ and Rj,∆, and
opens C∆,j . Then each Mj computes cl,∆ = E(ml,∆, Rl,∆) and verifies
that C∆,l opens to cl,∆, for l = 1, . . . , η. If this verification fails for some
l, then Ml is cheating. Go to step 15.

Each mix-center reveals its dummies, and opens the commitments to the
encrypted dummies. Then it verifies the corresponding information from
all other mix-centers.

9. Recollecting Tuples. Each Mj computes the pair of lists
(A,L′′

compact) = Compactε,2(L′′) and L′′
sorted = Sort2(L′′

compact). If A 6=
(c1,∆, . . . , cη,∆) go to step 14.

Each mix verifies that all the dummies are present in the resulting list of
single encrypted elements, and that there for each other cryptotext exists
exactly ε copies. Then a list of the non-dummy cryptotexts such that there
is only one copy of each cryptotext is compiled.

3.2.4 End Execution

10. Inner Decryption. Each Mj publishes xj,in, and verifies that yl,in =
gxl,in for l = 1, . . . , η. If it does not hold for some l, then Ml cheated,
go to step 12. Otherwise compute xin =

∑η
l=1 xl,in, and Lcleartexts =

Dxin(L
′′
sorted).

If no cheating occurred all mixes reveal their secret keys of the inner cryp-
tosystem, and decrypt the messages.

11. End Of Protocol. When we reach this step the execution ends, and
the set of mixed cleartext is contained in Lcleartexts.

3.2.5 Handle cheating

12. Reconstruct Inner Key. If we reach this step all is well except that
Ml revealed a faulty xl,in. Since Ml shared xl,in using a verifiable secret
sharing scheme, a quorum of the remaining mix-center simply reconstruct
xl,in and perform step 10.

13. Find Cheater in First Re-Encryption. Somebody cheated in the
first re-encryption (Step 4). Each Mj does the following for l = 1, . . . , η:

It computes (Lc,l, πc,l) = Sort4(Concatenateε(F (g,yout)(Ll−1, Rl), cl,∆)). If
(Lc,l, πc,l) 6= (Ll, πl), Ml was cheating. Go to step 15.

Each mix-center verifies the computations of the first re-encryption step
for all the other mix-centers individually to identify which mix-center
cheated.

14. Find Cheater in Second Re-Encryption, or Decryption. Let
Aη = (iη,1, . . . , iη,εκ) = A. For j = η, . . . , 1 Mj does the following:

It computes:

Aj−1 = {ij−1,1, . . . , ij−1,εκ} = {ψj(ij,1), . . . , ψj(ij,εκ)} = ψj(Aj) ,

where we view ψj as a bijection ψj : {1, . . . , n} → {1, . . . , n} in the natural
way. Then it publishes Aj−1 and ProjectAj−1

(Uj).
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Then each Mj verifies that:

Sort4(F (g,yout)(ProjectAl−1
(L′

l−1),ProjectAl−1
(Ul))) = Sort4(ProjectAl

(L′
l))

for l = 1, . . . , η. If equality does not hold for some l, then Ml is cheating.
Go to step 15.

Starting with the broken tuple the mix-centers trace the individual elements
back-wards in the mix-chain to identify the cheater.

15. Cheater found. When we reach this step we have found a cheating
Ml. The remaining mix-centers then recreate the inner key xi,in of Ml

using the VSS-scheme. Then all mix-centers reveal their outer key xi,out.
This allows everybody to construct the list L′′

sorted. Finally the general
constructions introduced by Neff [20], or that of Furukawa and Sako[7] are
used to execute the mix-net on L′′

sorted.

4 Security

We do not claim anything at the moment, since we do not agree with the habit of
claiming things without a strict proof. Instead we present the intuition behind
the design decisions of the construction.

4.1 The Proofs of Knowledge

From the proofs of knowledge computed by each sender at the start of the
protocol we know that it is not possible for the adversary to create a cryptotext
holding a message related to any other sent message except if this relation is
based on existing knowledge. This means that the adversary can not send a
message related to a message already sent by somebody else. This prevents the
“relation attack”, discussed by Jakobsson [11], Pfitzmann [27, 26], and later in
a slightly more general setting by Wikström [31].

4.2 Commitments to Dummies

We want the mixes to keep their choice of dummies secret. Not only the cleartext
dummy values, but also the cryptotexts of the dummies. On the other hand we
want to force the mixes to choose the dummies independently of the cryptotexts
sent by the senders to avoid that the first mix-center performs the “relation
attack”. This is achieved by forcing the mix-centers to decide on their dummies
before any messages are received.

4.3 Double Encryption

In Jakobssons paper [13] he uses several individual lists. To compare the lists
he needs to construct a transformation for each list to the first. We instead
remove the first layer of encryption enabling us to simply sort the total list and
verify that the right number of copies exist for each unique element. This gives
a slightly simpler protocol with less communication, but more importantly it
allows us to ensure correctness also for the decryption phase without using any
proofs of knowledge.
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Since two inner encryptions are identical with only negligible probability,
i.e. if two sender picks identical encryption exponents, we have that with high
probability all inner cryptotexts are different. This makes the robustness of the
mix-net independent of the distribution of sent messages.

Please note that the use of “Double Encryption” decrease the execution
time of the mix-net in two ways. Firstly, it allows the mix-net to perform
the robustness test after the outer layer has been decrypted. This avoids the
usual zero-knowledge proofs of knowledge found at the end of most mix-net
constructions. Secondly, the use of distinct keys of the inner and outer El Gamal
systems allow the mix-net to reveal the keys of the inner system in cleartext in
the event of a successful execution. This allows the zero-knowledge proofs of
the decryption phase of the inner layer.

Combined these fundamentally new ideas give an execution time of the mix-
net essentially independent of the number of mix-centers. This is the first mix-
net with this property.

4.4 Two Cycles of Re-Encryption and Dummies

We are really only using the second re-encryption cycle for end security since
the first is completely revealed. The first cycle is used for two reasons. Firstly, it
ensures that an adversary that controls the first mix-centers can not replace the
input. Secondly, during the first cycle the dummy elements are hidden inside
the list, i.e. at the start of the second cycle nobody can point out any special
elements, in particular the dummy elements.

For a cheating mix-center to pass the test, where the mix-centers recollect
the tuples, it must alter all cryptotexts corresponding to the identical copies of
the inner cryptotexts. To force him to alter less than all of the elements we
introduce the dummy elements.

First note that in Jakobssons paper [13] only two dummy elements are used,
and everybody knows what ciphertexts correspond to these two dummy ele-
ments. We instead let the mixes introduce their dummy elements during the
first re-encryption phase, and each mix introduces several dummies. This makes
it very difficult to point out even the ciphertexts corresponding to dummy ele-
ments of all honest mixes.

The dummy elements forces the cheating mix-center to find a subset of ele-
ments such that for each element in the subset it also contains all the copies of
this element. Supposedly this is very hard.

4.5 Robustness

Suppose that a mix-center performs some action not allowed by the protocol. If
this is done in the first re-encryption phase it is clearly revealed in the explicit
verification of the first re-encryption.

There are two mutually exclusive ways of cheating in the second re-encryption
phase or during the decryption phase. Either all elements are changed or not.
In the first case the cheater must guess the positions of the cryptotexts of the
dummies, since otherwise the cheating will be discovered when collecting the
tuples. In the second case the cheater must guess what cryptotexts encrypt the
identical inner El Gamal pairs, i.e. the cheater must replace all cryptotexts cor-
responding to identical inner cryptotexts and not corrupt any tuples. It seems
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that the probability of success in each case is bounded by n/
(
εn
∆

)
≈ n1−∆, but

this is not proven. For large values of n, i.e. on the order of 105, it would suffice
with ε = ∆ = 4.

5 Complexity

Throughout we ignore single multiplications since they are very inexpensive rel-
ative to exponentiations. We also take the liberty to overestimate some numbers
without any comment at some points.

5.1 The sender

The complexity of the sender is low. The computations of the sender requires
6 log2 q random bits, 9 exponentiations, of which only three can not be computed
before the decision on the message m. Thus, in an application we may allow
the client software to compute all except 3 exponentiations during idle time.
This allows thinner clients. To send an element m ∈ G having log2 q bits the
sender needs to send 10 log2 q bits, i.e. 10 elements of the group G or the field
of exponents Zq.

5.2 The mixes

The major part of the computations are the re-encryption, and the decryp-
tion phases. We therefore ignore the work consisting of multiplications. The
number of dummies is small relative to the number of voters, which allows us
to ignore them in the computations. For a successful execution of the proto-
col the complexity of each mix is approximately (in the number of computed
exponentiations):

Phase Precomputed Real time Random bits
Verification of PoK:s 4n
1:st re-encryption 2 · 2 · εn 2n log2 q
2:nd re-encryption 2 · 2 · εn 2n log2 q
Verification of 1:st re-encryption 2 · 2 · εn
Decryption (2ε+ 1)n
Total (8ε+ 4)n (6ε+ 1)n 4n log2 q

This follows since:

1. The proofs of knowledge corresponding to the double encrypted message
submitted by a sender can be verified directly, assuming that the senders
do not all send their messages simultaneously.

2. To re-encrypt an El Gamal pair each mix-center chooses a random element
from Zq, and computes two exponentiations. Each sent message gives rise
to two El Gamal pairs.

3. To partially decrypt an El Gamal pair each mix-center computes a single
exponentiation. For each sent message each mix-center must decrypt 2ε
El Gamal pairs for the outer layer, and then decrypt one El Gamal pair
for the inner layer.

11



Thus the total number of exponentiations is approximately (14ε+ 5)n of which
(8ε+ 4)n can be computed in advance, and (6ε+ 1)n must be computed in real
time. Note also that the exponentiations performed in the verification of the
first re-encryption are all relative to a fixed base. This allows further speedups
as explained in [16].

Since the computations required for the re-encryption, the verification of the
first re-encryption, and the decryption can be done in parallel by all mixes, the
total real execution time for the protocol is approximately the time it takes to
compute (6ε+ 1)n exponentiations. Thus for large values of n, for which ε ≤ 4,
our mix-net is by far the fastest known with a running time of about 25n.

In addition to this a number of lists of approximately n elements must be
sorted. Each mix must perform one sorting in each re-encryption, and η sortings
when verifying the first re-encryption. This gives a total of 2 + η sortings of
n-element lists.

6 Conclusion and Future Work

We have presented a new mix-net construction, that is faster than any known
mix-net, including the mix-net recently proposed by Golle et al. [9]. We have
introduced the notion of double encryption and shown how it can be used to
make the number of exponentiations independent of the number of mix-centers
and linear in the number of senders. Unfortunately we are not able to give any
proofs of security.

Interestingly, the ideas developed in this paper have been applied by Wik-
ström [32] to modify the construction of Golle et al. [9], such that each mix-
center computes only 4n exponentiations. This mix-net, which is based on a
combination of the ideas presented here, and and the ideas of Golle et al. [9]
seems better suited to eventually allow full proofs of security.

7 Acknowledgements

The author is most grateful to Gunnar Sjödin, Torsten Ekedahl, and Björn
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